B. Hnich and K. Stergiou (Eds.)

Proceedings of the CP 2007
Doctoral Programme

The Doctoral Programme of the Thirteenth International Con-
ference on Principles and Practice of Constraint Programming, CP
2007, Providence RI, USA, September 23-27, 2007.



Preface

The Doctoral Programme is a forum held during the Constraint Programming
conference which provides an opportunity for a group of Ph.D. students to
achieve visibility and discuss their research interests and career objectives with
each other and established researchers in Constraint Programming and its re-
lated fields. After successful Doctoral Programmes in previous years, it is being
run again this year for the seventh time on September 24 and 25, 2007 in Prov-
idence RI, USA.
The aims of the Doctoral Programme are the following:

— to provide a forum for Ph.D. students to present their current research, and
receive feedback from other students and senior researchers;

— to promote contacts among Ph.D. students and senior researchers working
in the same area;

— to exchange research experience;

— to support Ph.D. students with information and advice on academic, research
and industrial careers;

— and to financially support its participants.

This year, 34 students are participating to the Doctoral Programme 30 of
which also receive complimentary conference registration and accommodation.

The programme consist of presentations of the students who do not have
any paper/poster accepted at the main technical programme, and invited talks
given by senior researchers in the field. In addition, each student is matched
to a mentor who is a senior researcher with similar research interests and who
can advise the student on his/her research progress. Finally, a doctoral dinner
is organized to bring together the students in an informal gathering.

The editors would like to take the opportunity and thank all the authors who
submitted a paper to this volume, the members of the organizing committee, the
CP 2007 conference chairs Laurent Michel and Meinolf Sellmann for their help
in the organization of the Doctoral Programme, as well as our generous sponsors
for their financial support.

We hope that the present volume is useful for anyone interested in the current
PhD topics and new trends in Constraint Programming and its related fields.

July 2007 B. Hnich and K. Stergiou
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Defining Filtering Algorithms for Restricted
Tree Problems using Balanced Trees
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Abstract. We define in this article a method to dynamically update
connectivity information associated to a tree dedicated filtering algo-
rithm. We initially show the relation between the traditional information
used by filtering algorithms for tree problems and the connection-edges.
After that, we conclude by a first description of a method for updating
and fixing edges thanks to this information and a balanced tree.

1 Introduction

Tree problems were extensively studied due to their large number of applications.
Since a lot of time, constraint programming approaches have been developed for
this kind of problems [2, 3,5, 7] but none of them take into account the dynamic
nature of constraints propagation. This article describes a general structure,
and a dynamical method to update it, which may be used to design tree devoted
filtering algorithms.

To achieve this goal, we present the existing filtering algorithms for tree
problems and give their complexity. We also show that some specific binary trees
can be used to speed up and adapt this kind of constraints. We then outline a
general information, the connection-edges, which is applied to the calculation of
connection information like cycles and replacement edges. After that, we use a
balanced binary tree allowing the update of problem specific information. This
structure makes more dynamic the computation of connection-edges and take
into account problem specific knowledge.

2 Related Works

2.1 Tree devoted filtering algorithms

Current filtering algorithms for tree problems are classified in two types: Struc-
tural filtering algorithms [3,7] ensure an acyclic structure to the final solution
and cost-based filtering algorithms [2, 5] use, in addition to structural filtering,
an optimal reasoning based on the minimum spanning tree problem in undirected
graph.



The constraints define in [3,7] use a specific algorithm with a worst case
complexity in O(n*m)! and the works describe in [2, 5] use the Kruskal’s method
in O(m * a(n,m)). These works test the whole set of edges for each execution of
the constraint and the use of dynamic structure, like TopTree, can be a way for
speed up them.

2.2 TopTrees

Balanced trees are used since a long time to speed-up tree-related dynamic algo-
rithms. TopTree [1,8] is a structure allowing to work with paths and sub-trees
information. TopTree was the first balanced tree admitting to dynamically up-
date complex information like eccentricity in logarithmic time.

The TopTree structure can be a good way for defining new filtering algorithms
and speed up the actual ones. In fact, the information used by the existing
filtering algorithm can be maintain using a TopTree in linear time and some
additional information can be handle very easily. In addition to that, the dynamic
behaviour of TopTree allow to update the variables’” domain without testing all
the edges.

3 Filtering algorithms for restricted tree problems

In order to take into account particularities of restricted tree problems, this
section proposes a method to speed up and to generalise the classical tree filtering
algorithms using TopTree. The characteristic of tree restrictions are explained,
the algorithm requirements are given and a presentation of the structure needed
for defining filtering algorithms using TopTree and connection-edges is proposed.

3.1 Properties of tree restrictions

The section 2 has introduced the existing filtering algorithms for tree problems.
This current subsection describes cycles and bridges elimination and specifies
connection-edges, which is, according to us, a useful information for defining
filtering algorithms for tree problems.

Cycles and bridges Maintaining the acyclic and connected properties of the
tree structure requires the elimination of bridges and cycles.

We can point out that bridges fixing is problem specific. Indeed, some prob-
lems, such as the Steiner tree problem or the covering forest search [7], do not
require the fixing of all the bridges. Moreover, poly-logarithmic algorithms [6]
use TopTree to allow the search of bridges in a dynamic way and may take into
consideration specific knowledge.

! In the rest of this article, n indicates the number of nodes of the graph and m the
number of edges.



On the contrary, cycles detection is a fundamental property for tree prob-
lems and does not depend on specific formulations. Nevertheless, dynamic cycles
detection in undirected graphs is an harder task than bridges detection and all
the methods developed until now, like the Kruskal modification proposed in [5],
require the course of the whole set of not yet fixed edges. Thus, it is of primary
importance to find an efficient algorithm for detecting cycles when an edge is
added to the current solution.

Connection-edges A useful information, related to cut and cycles detection,
is the connection-edges, as seen on figure 1. Given two sub-trees N7 and N, a
connection-edge is an edge e = {v,w} where v € N; and w € N3. On figure 1,
edges 1,2, 3 are the connection-edges of N7 and Ns. This kind of information is
a generalisation of replacement edges, defined in this way: given a tree T, the
replacement edges f ¢ T of an edge e € T are the edges allowing to reconnect
T when e is removed from T and the replacement edges e € T of an edge
f = (v,w) € T are the edges belonging to the unique path between v and w. On
figure 1, edges 2,3 are the replacement edges of the tree edge 1 and the edges
between nodes 3, 6 and 7 are the replacement edges of the non-tree edge 2.

Optimal replacement edges are used for cost-based filtering [2,5] and they
were shown to be equivalent to bridges and cycles filtering [4]. So, finding the
replacement edges for a non tree edge take linear time but obtaining the replace-
ment edges for a tree edge needs to examine the whole set of edges.

Connection-edges are closely related to replacement edges for tree edges and
give a general information for problem specific filtering. In fact, given a par-
tial order, it is possible to find the optimal one used for cost-based filtering in
logarithmic time using classical binary tree. But, in addition to that, given a
limitation on the whole tree, like a depth or a traffic restriction, it is possible to
eliminate the connection-edges violating it.

3.2 Algorithmic requirements

This subsection gives the properties needed to efficiently use connection-edges
in a filtering algorithm. It first shows that it is possible to compute connection-
edges using node-ordered structures and it will finish by a description of the
dynamic updating.

Computing connection-edges To find the connection-edges of two sub-trees
N; and Ns, we need to test, for each edge e = {v,w} of each sub-tree Ny, if v
or w belongs to Ns. Testing if a node belongs to a sub-tree can be easily done
in constant time using a Boolean array. The search of the connections-edges
only depends on nodes. As several edges may leave a sub-tree towards a same
node of the other sub-tree, it appears to be interesting to store the outgoing
edges in a node-ordered structure, like the one shown on figure 1. This node-
ordered structure makes possible to find the outgoing-edges in a time linearly
proportional to the number of nodes, and not to the number of edges.
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Fig. 1. The connection-edges.

For example, finding the list of cycle edges take O(n) operations using a
linked list as node-ordered structure and, if a binary tree is used instead of a
linked list, it is possible to find the optimal replacement edge of a tree edge in
O(nlog(n)) instead of O(mlog(n)).

Dynamic updating The connection-edges are exploitable in an efficient man-
ner. However, it is necessary to be able to update this information in a dynamic
manner during the use of filtering methods.

Joining two sub-trees is done easily thanks to the relation between outgoing
edges and connection-edges. Nonetheless, some filtering algorithms, like the cost-
based ones, need to maintain an optimal tree and, thus, it is necessary to be able
to swap tree and non-tree edges. In addition to that, updating the variables’
domain associated to each edge or node requires to find the connection-edges for
any cut of the graph. Lastly, updating the information associated to a tree, such
as the diameter or the depth, during a join or a split of a tree or at the time of
an update of the variables’ domain is a time consuming task.

So, it is necessary to use a completely dynamic structure permitting complex
additional information updating.

3.3 Filtering algorithms using TopTree

This subsection describes the method proposed for computing connection-edges
using TopTree. It presents the structure stored at each TopTree node and it in-
troduces the TopTree interface. After that, it provides the theoretical complexity
for updating the TopTree and gives a method for cycles detection in example.

TopTree interface Information needed at each TopTree node is summarised
figure 2. As introduced in subsection 3.2, it is necessary to have, given two sub-
trees, a node-ordered structure of connection-edges.

We notice that this is enough to differentiate, for each TopTree node, the
outgoing edges and the connection-edges. Indeed, none of the connection-edges
of two sub-trees can be a connection-edge of a bigger tree. So we store, at each
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Fig. 2. Information stored in a TopTree node.

node of the TopTree a Boolean array indicating if the node v is an outgoing
node. In addition to that, we add a second Boolean array indicating if the node
belongs to the left child. This field is necessary for top-down crossing of the
TopTree.

The TopTree interface gives a manner to update this structure: The rake and
the compress operations, joining two sub-trees, are done in a time proportional
to the number of nodes in a sub-tree. In fact, for each node of a sub-tree Ny, we
test if this node belongs to the second sub-tree Ns in a constant time and add it
in the new tree. The split does not require any operations, due to the fact that
the connection-edges and the outgoing edges are already stored in the sub-trees.

Information update TopTrees can carry out the update in a time linearly
proportional to the number of nodes of the graph:

Corollary 1. Each TopTree modification requires O(n x K) operations, where
K is the number of operations needed for joining two node-ordered structures.

Proof: By definition, each TopTree node of level ¢ has no more than ; real
nodes and each modification of a TopTree needs to update exactly one TopTree

node of all the log(n) levels. So the number of node-ordered structures visited

during an update is Zliigl(n)%:%—&-%—i—%—i----ﬁn O

Thanks to this result, it is possible to find all the cycles owing to the addition
of an edge in O(n) by using linked lists as node-ordered structures and this
detection takes O(nxlog(n)) for testing if a node belongs to the same connected
component. This method is, most of the time, faster than the existing algorithms
(cf subsection 3.2) because, for the existing methods, the modification of one edge
implies the course of all the edges. In addition to that, in the worst case (i.e when

all the m edges are fixed), the different algorithms have a similar complexity.

4 Conclusions

We have proposed in this article a dynamic method to search connecting infor-
mation using TopTrees. This structure seams to be useful for searching cycles in a



complex filtering algorithm like cost-based filtering for optimal spanning tree [5],
which needs to maintain optimal spanning trees and replacement edges under do-
mains propagation. In addition to that, TopTrees allow to find connection-edges
for an arbitrary cut of a tree in linear time, which permits problem specific edges
fixing using the ability for TopTrees to compute, in logarithmic time, complex
information like eccentricity.

Future work Although the structure presented in this article offers an advan-
tageous theoretical complexity, the simplicity of some algorithms such as the
disjoint-set may make the advantage of TopTrees less obvious for simple filtering
algorithms. In addition to that, connection-edges offer an efficient way to ensure
satisfiability and can ensure bound consistency for cycles detection but nothing
makes it possible to predict in a general manner the level of consistency we can
obtain by a top-down or bottom-up course of the TopTree.

Thus it seems for us of a primordial importance to test the practical complex-
ity of this structure in comparaison to the algorithms used until now. Moreover,
only the creation of complex filtering algorithms, taking into account real world
restrictions such as traffic limitations or eccentricity measurements, will permits
to evaluate the relevance of the information brought by connection-edges.
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Abstract. In 2000, Gottlob et al. [3] introduced a new graph parameter,
the hypertree width, and showed that it provides a broader characteriza-
tion of tractable constraint networks than the treewidth. In 2005 this ob-
servation was extended to general graphical models [5], showing that the
hypertree width yields bounds on inference algorithms. This paper ex-
plores further the practical properties of the hypertree width parameter
for bounding the complexity of constraint satisfaction and optimization
tasks. To that end we study empirically the effectiveness of the treewidth
vs. hypertree width over common network benchmarks.

1 Introduction

Constraint networks, Bayesian networks, Markov random fields and influence di-
agrams, commonly referred to as graphical models, are all languages for knowl-
edge representation that use graphs to capture conditional independencies be-
tween variables. These independencies allow both the concise representation of
knowledge and the use of efficient graph-based algorithms for query processing.
Inference-based algorithms (e.g., variable-elimination, join-tree clustering) ex-
ploit the independencies captured by the underlying graphical model. They are
known to be time and space exponential in the treewidth of the graph.

Graphical models algorithms, however, are often far more efficient than what
is predicted by the treewidth, especially when the problem instances exhibit
a significant amount of determinism. And indeed, the treewidth is a measure
which is completely blind to the specific representation of the functions; in fact
it assumes that a function defined on r variables will take O(k") to specify, when
k bounds the variables’ domain size.

In 2000, Gottlob et al. [3] introduced another parameter called hypertree
width and showed it to be more effective at capturing tractable classes of con-
straint networks. In [5], Kask et al. extend the applicability of the hypertree
width to inference algorithms over general graphical models. In this paper we
empirically explore the relevance of the hypertree width to graphical models,
investigating whether the hypertree width yields a better bound than treewidth
in practice.

In Section 2 we provide preliminaries, Section 3 gives an overview of tree
decomposition and hypertree decomposition. Section 4 presents the empirical
evaluation and Section 5 concludes.



2 Background

We assume the usual definitions of directed and undirected graphs.

Definition 1. A hypergraph is a pair H = (V,S) where S = {S1,...,S¢} is
a set of subsets of V, called hyper-edges. The primal graph of a hypergraph
H = (V,S5) is an undirected graph G = (V, E) such that there is an edge (u,v) €
E for any two vertices u,v € V that appear in the same hyper-edge (namely,
there exists S;, s.t., u,v € S;). The dual graph of a hypergraph H = (V,S)
is an undirected graph G = (S, E) that has a vertex for each hyper-edge, and
there is an edge (S;,S;) € E when the corresponding hyper-edges share a vertex

(Sins; #0).

Definition 2. A hypergraph is a hypertree, also called acyclic hypergraph,
if and only if its dual graph has an edge subgraph that is a tree, such that all
the nodes in the dual graph that contain a common variable form a connected
subgraph.

Definition 3. A graphical model R is a 4-tuple (X, D, F,®) where: (1) X =
{X1,..., X} is a set of variables; (2) D = {D1,...,D,} is the set of their
respective finite domains of values; (8) F = {f1,...,fr} is a set of discrete
real-valued functions, each defined over a subset of variables S; C X, called its
scope. (4) @ifi € {11, fi, >, fi» ™ fi} is a combination operator. The graphical
model represents the combination of all its functions: ®]_, f;. A reasoning task
is based on a marginalization (elimination) operator, ||, and is defined by: |z,
®;‘:1fia s 7‘UZt ®;‘:1fi; where Zz c X.

For example, for constraint optimization tasks one might have ||z, ®/_; fi =
miny Y ._, fi(X) as the reasoning task, where the f; are the cost functions.

Definition 4. The set of variables X and the scopes S = {S1,...,S:} of a
graphical model defines the graphical model’s hypergraph (X, S). If this hyper-
graph is a hypertree the graphical model is called acyclic.

The special cases of reasoning tasks which we have in mind are constraint
networks, belief networks or mixed networks that combine both [2]. The primary
tasks for constraint networks are finding or counting solutions, they are defined
using relations as functions, and relational join and project as the combination
and marginalization operators. The primary tasks over belief networks are belief
updating and finding the most probable explanation. They are specified using
conditional probability functions defined on each variable and its parents in a
given directed acyclic graph, and use multiplication and summation or maxi-
mization as the combination and marginalization operators [5].

3 Tree and Hypertree Decompositions

Tree clustering schemes have been widely used for constraint processing and for
probabilistic reasoning. The most popular variants are join-tree and junction-
tree algorithms. The schemes vary somewhat in their graph definitions as well



as in the way tree decompositions are processed [1,7,3,8]. However, they all
involve a decomposition of a hypergraph into a hypertree.

Definition 5. [5] Let P be a reasoning task over a graphical model (X, D, F, (Q)).
A tree decomposition for P is a triple (T, x, ), where T = (V,E) is a tree
and x and ¥ are labeling functions that associate with each vertex v € V' two
sets, x(v) € X and (v) C F, that satisfy the following conditions:

1. For each f; € F, there is exactly one vertex v € V such that f; € ¥(v).

2. If fi € ¥(v), then scope(f;) € x(v).

3. For each variable X; € X, the set {v € V|X; € x(v)} induces a connected
subtree of T'. This is also called the running intersection or the connectedness

property.

The treewidth of a tree decomposition (T, x, 1) is w = max,|x(v)| — 1. The
treewidth of P is the minimum treewidth over all its tree decompositions.

Algorithm Cluster-Tree Elimination (CTE) is a message-passing algorithm,
where each vertex of the tree sends a function to each of its neighbors. If the tree
contains m edges, then a total of 2m messages will be sent as follows. For each
neighbor v, node u takes all the functions in ¢ (u) and all the messages received
by u from all adjacent nodes, and generates their combined function which is
marginalized over the separator with v and sent to v. (For further discussion and
other styles of algorithms such as join-tree clustering (JTC) see [5].)

Theorem 1. [5] Given a reasoning task P over a graphical model (X, D, F, ),
and a tree decomposition (T, x,), let m be the number of vertices in the tree
decomposition, w its treewidth, sep its mazrimum separator size, r the mumber
of input functions in F, deg the mazimum degree in T, and k the mazimum
domain size of a variable. The time complexity of CTE is O((r+m)-deg-k**1)
and its space complexity is O(m - k*¢P).

3.1 Hypertree Decomposition

One issue with the treewidth is its sole dependence on the primal graph, ignor-
ing its hypergraph structure completely. For example, an acyclic problem whose
scopes have high arity would have a high treewidth even though it can be pro-
cessed in linear time. In particular, Bayesian networks which are polytrees [6] are
acyclic, yet they have treewidth equal to the maximum family size, which can
be arbitrarily large. For example, the noisy-OR and noisy-AND specifications of
polytrees are linear time, yet their treewidth can be arbitrarily large [6].

The hypertree width introduced by [3] for constraint networks and extended
in [5] for general graphical models, relies on the notion of hypertree decomposi-
tions. As a subclass of tree decompositions, it provides a stronger indicator of
tractability than the treewidth.

Definition 6. [3,5] Let T = (T, x, ), where T = (V, E) be a tree decomposition
of a reasoning problem P over a graphical model (X, D, F, Q). T is a hypertree
decomposition of P if the following additional condition is satisfied:





